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Abstract

We assess the forecasting performance of Gemini 2.0 Flash Thinking Experimental with

Apps for Argentina’s seasonally adjusted quarter-over-quarter real GDP growth over

2021–2024. Using a transparent prompt-engineering protocol, we elicit point forecasts at

three horizons and evaluate them in real time against the Central Bank’s Relevamiento de

Expectativas de Mercado (REM). Across data vintages, Gemini delivers accuracy comparable

to expert consensus—especially at nowcast and one-quarter-ahead horizons—while operating

at effectively zero marginal cost. We also document where performance deteriorates (regime

shifts and data revisions) and show that simple prompt safeguards improve stability. Overall,

general-purpose LLMs can complement conventional workflows by providing competitive

short-horizon forecasts with minimal implementation overhead.
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1 Introduction

In recent years, the use of artificial intelligence (AI) has expanded significantly across various

domains, becoming a fundamental tool in key sectors such as healthcare, manufacturing,

autonomous transportation, and financial fraud detection. Beyond its impact on these industries,

AI has also permeated everyday life through large language models (LLMs) and recommendation

engines, such as Netflix’s algorithm (Banco Interamericano de Desarrollo, 2024).

In the field of economics, and particularly in the forecasting of macroeconomic variables,

the use of AI has begun to gain prominence over the last decade. A milestone in this line of

research was the study by Faria e Castro and Leibovici (2023), which evaluated the predictive

capacity of LLMs in estimating the inflation rate in the United States between 2019 and 2023.

This pioneering work not only demonstrated that AI models can generate forecasts with levels of

accuracy comparable to those obtained from expert surveys, but also opened new perspectives

for the application of these tools in macroeconomic forecasting.

Complementarily, Carriero, Pettenuzzo, and Shekhar (2024) analyzed the performance

of LLMs in comparison with traditional macroeconomic forecasting methodologies using the

FRED-MD database. Their findings indicate that, although some AI models achieved accuracy

levels similar to traditional approaches such as Bayesian Vector Autoregressive (BVAR) models

and factor models, the latter demonstrated greater robustness to structural changes and a lower

tendency to produce extreme forecasts.

The present study extends this literature by evaluating the performance of LLMs in

forecasting macroeconomic aggregates beyond prices. Specifically, we focus on Argentina’s

seasonally adjusted quarter-over-quarter real GDP growth over 2021–2024. In contrast to Faria e

Castro and Leibovici (2023), which concentrates exclusively on inflation and covers a sample

period heavily shaped by COVID-19 disruptions—thereby producing episode-specific estimates

with limited generalizability across regimes—we assess growth in a persistently high-volatility

environment and across data vintages, offering a broader test of LLM robustness.

The methodology employed in this paper follows the line of the aforementioned study

but introduces important differences. Instead of the PaLM model used by Faria e Castro and

Leibovici (2023), we employ a more recent and advanced model: Gemini 2.0 Flash Thinking

Experimental with Apps, developed by Google. This model is trained on updated data and

has real-time access to online information, which represents a significant advantage in terms

of predictive accuracy and relevance. Through the formulation of structured prompts with

clear instructions, multiple predictions are generated for different time horizons. The root mean

squared error (RMSE) of the projections is then calculated to assess their comparative accuracy.

The choice of GDP as the target variable rests on two reasons. First, economic

growth has been central to macroeconomics since its inception, so benchmarking AI against

expert forecasts on this margin is intrinsically valuable. Second, forecasting GDP is more

challenging than forecasting inflation. Real activity is released with longer publication lags,
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assembled from multiple heterogeneous sources, and subject to sizable and frequent revisions

(Bureau of Economic Analysis, 2025; Croushore, 2011; Fixler, de Francisco, & Kanal, 2021).

By contrast, CPI is published monthly with short lags and—apart from the routine annual

recalculation of seasonal factors—undergoes only limited revisions (Bureau of Labor Statistics,

2025). Moreover, GDP nowcasting must deal with mixed-frequency, ragged-edge real-time data

flows, and forecast performance typically deteriorates as the horizon moves beyond the nowcast

(Bańbura, Giannone, Modugno, & Reichlin, 2013; Giannone, Reichlin, & Small, 2008).

To benchmark the Gemini model, we use the Central Bank of Argentina’s monthly

Relevamiento de Expectativas de Mercado (REM). Our methodological design follows the

benchmarking approach in Faria e Castro and Leibovici (2023)—which compares PaLM’s

forecasts with the Philadelphia Fed’s Survey of Professional Forecasters (SPF)—and adapts

it to the Argentine context and to real GDP growth. Following this line allows us to assess

whether LLMs can match or surpass the accuracy of economist-consensus forecasts.

This study contributes to the existing literature in twp fundamental ways. First, it

fits within a rapidly developing research area exploring the application of LLMs in forecasting

macroeconomic variables. In this regard, the evaluation of the Gemini 2.0 model and its

performance in predicting GDP expands the understanding of the potential of these tools

in economic analysis. Second, the evidence obtained in this work suggests that AI models

can generate highly accurate estimates at a significantly lower operational cost compared to

traditional surveys. This positions LLMs as a viable alternative for generating macroeconomic

forecasts in contexts of high uncertainty.

The objective of this research is to provide empirical evidence on the performance

of language models in forecasting macroeconomic variables, with the aim of evaluating their

usefulness as a complementary tool to traditional methods. Given the highly volatile context

that characterizes the Argentine economy, the results obtained will allow us to determine whether

artificial intelligence (AI) is capable of producing reliable forecasts in highly dynamic and

complex environments.

The results of this study, based on the predictions generated by Gemini 2.0 Flash

Thinking Experimental with Apps for the period 2021–2024, indicate that the AI model has

been able to produce estimates comparable to those from the Relevamiento de Expectativas de

Mercado (REM). In particular, when considering the trimmed mean of Gemini as the reference

statistic, the model shows slightly superior performance in terms of accuracy relative to the

observed values. Furthermore, while the REM exhibits greater accuracy in forecasting the

variation of seasonally adjusted GDP at constant prices one and two quarters ahead, Gemini

demonstrates better predictive capacity for the current quarter at the time of estimation. This

suggests that, although AI outperforms REM in some respects and REM surpasses AI in others,

the Gemini model used may offer forecasts with a similar level of accuracy to those of REM,

but at zero economic cost, representing a significant advantage over this traditional approach.

This research is structured as follows. The next section introduces the study’s
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methodology, detailing the features of the selected Gemini model, its advantages and limitations,

the procedure for crafting optimal prompts, and the specific characteristics of REM as a

benchmark for AI predictions. In addition, the methodology used to evaluate the predictive

quality of each approach through the calculation of the Root Mean Squared Error (RMSE) is

presented. Subsequently, Section 3 presents the results, offering an in-depth discussion of the

accuracy of Gemini ’s predictions and their comparison with the estimates provided by REM

participants, identifying recurring patterns in the LLM model forecasts. Finally, the study

concludes with an analysis of the findings, their relevance in the context of macroeconomic

forecasting, and a discussion of potential avenues for future research in this emerging field.

2 Methodology

The selection of Gemini 2.0 Flash Thinking Experimental with Apps as the language model

for this research is based on its advanced architecture, designed to overcome the limitations of

conventional LLMs in processing and retrieving complex information. Developed by Google,

this model represents a more sophisticated iteration within the Gemini family, incorporating

significant improvements in structured reasoning and dynamic access to external sources of

information.

Unlike most AI baselines, Gemini 2.0 Flash Thinking Experimental exposes a structured

“Flash Thinking” trace—a model-generated sequence of intermediate steps. We use this trace

as an audit trail: it allows us to verify ex post whether the model followed our protocol to

the letter (e.g., respected the real-time information set, applied the required transformations,

and produced forecasts in the specified format). Beyond point accuracy, this increases

transparency and lets us assess the internal coherence of the model’s inference. While the trace

is model-generated rather than a proof of correctness, it makes compliance checks reproducible

and strengthens the robustness of our evaluation.

Another key feature of this model is its integration with external applications (Apps),

which grants it agentic capabilities (i.e., the capacity to autonomously choose and invoke tools

to achieve a goal) by allowing it to interact natively with Google Search, YouTube, and Google

Maps. This functionality significantly expands its search capabilities and real-time information

access. In particular, its connection with Google Search allows it to retrieve up-to-date

information, overcoming one of the main limitations of traditional AI models, whose knowledge

is confined to the dataset on which they were trained. Given that Gemini 2.0 has been trained

on data up to June 2024, the ability to access external sources in real time makes it an ideal tool

for research that requires current and contextualized information. Furthermore, its integration

with YouTube and Google Maps enables the retrieval and processing of multimedia content and

geographic data, enriching the model’s analytical possibilities.

Despite its advantages, one of the inherent limitations of AI models is their inability

to fully restrict knowledge to a specific time period. In particular, if a model has been trained
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on data up to 2024, it is not possible to guarantee that it will generate predictions based solely

on information available until 2022 unless explicit constraints are established through prompt

instructions. However, in most LLMs, this capability remains uncertain, which may compromise

the validity of results when attempting to replicate an informational environment restricted to

a specific time frame.

During the model selection process, a comparative evaluation was conducted with other

available options, including ChatGPT-4 (OpenAI’s o3 mini-high version), DeepSeek (in its

various versions), and Grok by xAI. However, these models presented difficulties in performing

the proposed task, particularly regarding the application of temporal constraints and the

transparency of the prediction-generation process. In multiple trials, these models were observed

to incorporate information beyond the specified reference date, thereby affecting the validity of

the results.

Following the spirit of Faria e Castro and Leibovici (2023), which emphasizes strict

control of the model’s information set, we design targeted checks for temporal compliance. In

particular, we subject Gemini 2.0 Flash Thinking Experimental with Apps to tests that enforce

a hard cutoff date. These tests use explicit prompts that prohibit access to information released

after the cutoff. For example, the model was asked to respond to the following instruction:

Assume you are on the date January 28, 2021, and based solely on information

available up to this date, answer: ”How many World Cups has Argentina won and

in which years did it become champion?”

The model responded:

Argentina has won 2 World Cups up to January 28, 2021. The championship years

were: - 1978: Argentina won as host in the 1978 FIFA World Cup held in Argentina.

- 1986: Argentina won its second World Cup in Mexico 1986.

This result demonstrates that, in its Flash Thinking Experimental with Apps version,

the model can restrict its analysis to information available up to a specific reference date, in

compliance with user instructions. However, although this capability represents a significant

advantage over other models, its performance may depend on the clarity and structure of the

prompt, suggesting the need for a rigorous design in its application to avoid informational bias.

In summary, the selection ofGemini 2.0 Flash Thinking Experimental with Apps is based

on its advanced architecture, its explicit reasoning capabilities, and its integration with external

tools—particularly Google Search—which allows it to access real-time information. These

features position it as a robust platform for the analysis and processing of complex information

in the macroeconomic field. While its experimental nature implies continuous evolution and

certain limitations inherent to models under development, its distinctive capabilities make it

a suitable tool for evaluating the potential of artificial intelligence in forecasting key economic

variables.
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2.1 Prompt Engineering

The interaction process with Gemini 2.0 Flash Thinking Experimental with Apps is based on

the formulation of detailed and specific prompts, designed to provide precise instructions for

estimating GDP variation. These prompts guide the model in autonomously identifying relevant

variables and data sources for each forecast, ensuring coherence and replicability of the results.

The prompt design was developed through an iterative process in which the AI itself

actively contributed to optimizing the instructions. Initially, the model was consulted on

the necessary guidelines for generating accurate estimates, and suggestions were requested

to improve the prompt structure. These instructions were subsequently refined to eliminate

ambiguities and ensure consistent interpretation by the model across multiple executions. The

final version of the forecasting prompt was the outcome of a series of tests conducted in the

experimental environment of Gemini, allowing the model to identify potential errors and suggest

improvements to its structure. During this process, assistance from ChatGPT o3 mini-high was

also used, facilitating the comparative evaluation of different prompt formulation strategies.

Moreover, to prevent biases arising from the model learning from prior estimations, each

prompt iteration was conducted in a new session of the Gemini interface, ensuring that each

prediction was generated independently and uninfluenced by previous interactions.

Following the strategy proposed by Faria e Castro and Leibovici (2023), each forecast

was configured by taking the reference date as the “present” period, while the periods to be

estimated after that date were considered as the “future.” In this way, the model had access only

to the information available up to the reference date, allowing the simulation of an out-of-sample

forecasting scenario within the sample period. This methodology is analogous to the rolling

window technique used in time series analysis, providing a rigorous framework for evaluating

the predictive capacity of the model under more realistic conditions. While the predictions

cover the period from January 2021 to December 2024, the adopted approach enables future

extensions toward genuinely out-of-sample forecasts in subsequent research.

As a methodological reference, the Appendix presents an example of the prompt

submitted on January 28, 2021, along with a detailed description of its features and a

representative response generated by Gemini, reflecting the model’s forecasting procedure.

Following the methodology of the Relevamiento de Expectativas de Mercado (REM), each

monthly forecast request to Gemini involved predicting GDP variation for three quarters, whose

horizons varied depending on the moment within the quarter in which the forecast was generated.

Specifically, during the first month of each quarter, the model was asked to estimate GDP

variation for the previous quarter, the current quarter, and the next. In contrast, prompts

formulated at the end of each quarter were adjusted to forecast the current quarter, the next,

and two quarters ahead.

It is important to note that, due to the probabilistic nature of LLMs, the same prompt

may yield different outputs in successive executions. To mitigate this variability and enhance
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the reliability of results, a systematic repetition approach was adopted. For each target date,

multiple independent predictions were generated for each forecast horizon, and descriptive

statistics such as the mean, median, and 10% trimmed mean were calculated. This procedure

allowed for the assessment of the consistency of the estimates and reduced the influence of

outliers.

Nevertheless, due to computational and logistical constraints in generating predictions,

the number of repetitions was limited to 30 per forecast horizon and estimation date. Unlike the

PaLM model used by Faria e Castro and Leibovici (2023), the version of Gemini employed in

this study does not offer an API for automated queries. Although other versions of Gemini and

models such as OpenAI’s ChatGPT do provide APIs, they present significant limitations: their

training datasets do not go beyond May 2024 and they lack access to real-time information.

While these models may produce responses more efficiently and potentially offer forecasts

competitive with those of REM, their higher operational cost and absence of real-time data

make them less suitable for predicting periods far removed from their last update.

2.2 Survey of Market Expectations (REM)

The REM is a monthly report compiled and published by the Central Bank of Argentina (BCRA)

that systematizes short- and medium-term macroeconomic projections from private-sector

specialists (consultancies, financial institutions, and research centers) (Banco Central de la

República Argentina, n.d., 2025). Its objective is to provide a consistent overview of market

expectations for key Argentine variables.

This survey includes estimates of indicators such as inflation, interest rates, nominal

exchange rate, export and import volumes, the primary balance of the non-financial national

public sector, unemployment rate, and level of economic activity. The information is

obtained from responses submitted by participating institutions, including local banks, economic

consulting firms, universities, Argentine foundations, investment banks, and international

analysts. These entities are selected by the BCRA to ensure a representative panel of market

forecasts.

Data collection is carried out during the last three business days of each month, during

which the institutions receive a standardized form that they must complete and submit by the

deadline. Based on these responses, the BCRA compiles and publishes aggregate statistics,

providing a key input for the analysis of macroeconomic trends in Argentina.

For this study, the REM component used as a benchmark in evaluating the AI-generated

forecasts is the projection of economic activity. In particular, we analyze the seasonally adjusted

quarterly percentage variation of GDP, expressed at market prices and in constant terms.

However, REM’s methodology establishes that the forecast horizon varies depending on the

month of the quarter in which the estimate is made.

Since March 2019, REM has adopted a differential forecast scheme depending on the
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month of the quarter in which the survey is conducted. During the first two months of each

quarter, REM includes forecasts of seasonally adjusted GDP for the previous quarter, the current

quarter, and the next. In contrast, during the last month of each quarter, the forecast horizon

includes the current quarter, the next, and two additional quarters1.

Based on these methodological features, this study focuses its analysis on the forecasts

generated during the first and last month of each quarter, using as reference values for comparison

the average and median of the estimates provided by all REM participants. This strategy

allows for an evaluation of differences in forecast horizons, as the projections generated during

these periods cover distinct timeframes. Moreover, due to computational constraints limiting

the generation of more frequent forecasts, the exclusion of intermediate months within each

quarter constitutes a methodologically optimal approach, balancing analytical precision with

the logistical limitations of the study.

2.3 Forecast Evaluation

The goal of this study is to estimate the seasonally adjusted quarterly variation of Gross Domestic

Product (GDP) at constant prices in Argentina over the analysis period. To formalize this

process, the set of predictions is defined as follows:

{
{Et[∆GDPt+s]}s=b

s=a

}t=2024Q4

t=2021Q1

where Et[∆GDPt+s] denotes the expected seasonally adjusted GDP variation at

constant prices for period t+s, conditional on the information available at time t. The parameter

s represents the forecast horizon in quarters, ranging from a to b, while t indexes the quarters

from the first quarter of 2021 (2021Q1) to the fourth quarter of 2024 (2024Q4).

The choice of values for a and b depends on the month in which the prediction is

generated. As mentioned earlier, if the forecast is conducted in the first month of a quarter, we

set a = −1 and b = 0, which implies forecasting GDP variation for the previous and current

quarter. In contrast, when the forecast is made in the last month of the quarter, the values are

set to a = 0 and b = 2, allowing the estimation of GDP variation for the current and next two

quarters.

This methodological approach allows for the generation of a sequence of quarterly

forecasts and the evaluation not only of the point forecast accuracy of the model but also

of its ability to capture the dynamics of economic growth in a context of high macroeconomic

volatility such as Argentina.

To analyze the predictive performance of the model, its forecasts are compared to the

estimates of the Relevamiento de Expectativas de Mercado (REM), both graphically and through

1For more information on the REM’s methodology and scope, see Banco Central de la República Argentina
(BCRA) (2023).
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a quantitative analysis based on the Root Mean Squared Error (RMSE). This metric is used as

a standard to assess forecast quality, using the observed seasonally adjusted GDP variation at

constant prices as the benchmark. The RMSE for each model over a set of evaluated periods,

T , is defined as:

RMSELLM (T ) =
1

|T |
∑
t∈T

[
ELLMi
τ (∆GDPt)−∆GDPt

]2
where ELLM

τ (∆GDPt) represents the estimate produced by the Gemini LLM model for

quarter t, generated at time τ . According to the aggregation criterion adopted, this estimate may

correspond to the mean, the median, or the 10% trimmed mean of the predictions generated

by the model. ∆GDPt denotes the observed GDP variation for the corresponding quarter,

according to official data published by the National Institute of Statistics and Censuses of

Argentina (INDEC) in the “Macroeconomic Aggregates” chapter. Finally, |T | represents the

number of periods considered in the RMSE calculation.

The RMSE quantifies the accuracy of forecasts by measuring the average squared

deviation between the estimated and observed values of GDP. In this way, it provides an objective

assessment of the model’s ability to generate accurate projections of economic activity, which is

crucial for determining its applicability in macroeconomic forecasting.

3 Results

This section compares the forecasts generated by Gemini with those provided by the REM,

using both the mean and median of each method’s predictions as benchmarks. The goal is to

evaluate the predictive ability of each approach in estimating the actual trajectory of quarterly

economic activity during the analysis period (2021Q1–2024Q4).

The forecasts from Gemini reported in this section were obtained from prompts

submitted in February 2025. As previously mentioned, for each reference date and forecast

horizon, 30 independent estimates were generated, from which descriptive statistics—mean and

median—were calculated for each time horizon and forecasted date. In addition, we report the

10% trimmed mean, which excludes the most extreme predictions, specifically the upper and

lower 10% of the distribution.

The inclusion of this measure responds to the probabilistic nature of LLMs, which,

although generally producing reasonable estimates, occasionally generate low-frequency outliers.

In this context, the 10% trimmed mean helps mitigate the impact of extreme predictions,

providing a more robust estimator of the seasonally adjusted GDP variation. It is expected

that this measure approximates the REM average more closely than the simple mean of all

model-generated estimates.

Figure 1 illustrates the evolution of Gemini ’s average and median forecasts, along with
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the actual quarterly GDP variation over the analysis period. At the time of writing, official data

from INDEC are only available through 2024Q3. The solid black line represents the observed

values, while the blue lines depict Gemini ’s forecasts issued on the same date2.

Figure 1: Observed GDP Variation vs. Gemini Forecasts

As shown, the conditional forecasts systematically differ from the actual variations

in economic activity. In particular, Gemini ’s forecasts appear to reflect a more “smoothed”

trajectory of GDP evolution, in contrast to the more pronounced quarter-to-quarter fluctuations

observed in the data. Nevertheless, in several periods, the predicted GDP variation significantly

diverges from the observed values. This suggests that, despite being trained on data extending

beyond many of the forecast dates, Gemini does not appear to fully capture the dynamics of

historical economic activity.

These results may be interpreted as further evidence that the conditional forecasts

reflect the variation in activity that the model would have projected in the past, under the

constraint of information available at that time. Specifically, in the left panel of Figure 1, which

presents Gemini ’s average forecasts, there is a noticeable persistence in predicting similar values

for quarterly GDP variation, regardless of the conditioning date. This is reflected in the low

vertical dispersion among point estimates, suggesting limited model sensitivity to changes in

the macroeconomic context. Moreover, these forecasts differ substantially from the actual data,

reinforcing the hypothesis that the model fails to accurately capture the volatility of economic

activity.

On the other hand, we compare Gemini ’s conditional forecasts with the monthly

forecasts from the Relevamiento de Expectativas de Mercado (REM), Argentina’s primary

source of macroeconomic projections. Figure 2 shows the evolution of the REM’s average and

median forecasts, along with the observed quarterly GDP variation during the analysis period,

replicating the structure of Figure 1.

First, we observe no significant differences between the REM’s mean and median

forecasts, suggesting a relatively symmetric distribution of analysts’ expectations. Second, unlike

2According to our methodology, we have six different forecasts for most quarters: two issued in the previous
quarter, two in the current quarter, and two in the following quarter. The vertical distance between the blue dots
in the graphs can be interpreted as a measure of forecast dispersion.
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Gemini, REM forecasts exhibit less smoothing and greater ability to capture fluctuations in

economic activity. In many cases, the sign of the variation is correctly anticipated; however,

the absolute differences between forecasts and observed values can be considerable—so much

so that, in certain periods, Gemini ’s projections are closer to the actual figures than those

from REM. Additionally, we identify an anomaly in the REM forecasts for the third quarter

of 2022, where both the average and median estimates deviate substantially from the actual

GDP variation. This deviation is the largest observed throughout the period and suggests a

widespread forecasting error among market participants for that quarter.

Figure 2: Observed GDP Variation vs. REM Forecasts

The main results of our analysis are presented in Tables 1 and 2, which display the RMSE for

REM and Gemini forecasts generated in different years and across different forecast horizons,

respectively.

Table 1 presents the Root Mean Squared Error (RMSE) corresponding to the forecasts

produced by REM and Gemini for each year of the analysis period. The first two columns

report the RMSE of REM forecasts based on the mean and median, while the third, fourth, and

fifth columns show the RMSE of Gemini forecasts based on the mean, 10% trimmed mean, and

median, respectively.

Table 1: RMSE Comparison by Year — REM vs. Gemini

Year
REM Gemini

Mean Median Mean Trimmed Mean Median

2021 2.77 2.60 2.21 2.07 2.01
2022 3.16 3.29 1.77 1.78 1.83
2023 2.47 2.61 3.88 3.93 4.12
2024 4.77 4.79 5.68 3.52 5.82
All 3.14 3.17 3.15 3.12 3.20

The RMSE for a given year is calculated from all forecasts generated during that year,

regardless of the specific period to which they refer (t− 1, t, t+ 1, or t+ 2). For example, the

RMSE for 2021 includes all forecasts issued from the first to the fourth quarter of that year
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(2021Q1–2021Q4), even if they refer to periods outside that range, such as the last quarter of

2020 or the first of 2022.

The results show that in 2021, Gemini ’s predictive accuracy is comparable to or even

superior to REM’s, as it exhibits lower RMSE across all three statistics. In 2022, the language

model significantly outperforms the traditional forecasts, whereas in 2023, REM has a notable

advantage over Gemini. For 2024, only the trimmed mean of Gemini manages to outperform

REM3.

Despite these variations throughout the analysis period, when considering the full

four-year span, the trimmed mean of Gemini ’s forecasts yields a slightly lower RMSE than

REM. Furthermore, no significant differences are observed between the average and median

forecasts of REM versus those of Gemini. Based on this, we may conclude that the LLM

performs at least as well as REM over the entire period considered.

Based on the detailed estimations, we can formulate several hypotheses to explain these

results. In 2022, the year in which Gemini outperformed REM, the LLM was more “optimistic”

than traditional forecasts in its January, April, and July projections, which proved beneficial for

accurately predicting GDP variations. Moreover, as previously mentioned, the REM estimates

from October 2022 deviated significantly from the actual figure (the average and median REM

forecasts for 2022Q3 were 4.78 and 4.83, respectively, while the observed variation was -0.5). In

contrast, in 2023, Gemini ’s performance was particularly poor compared to REM. This may be

attributed to the considerable macroeconomic instability in 20234, and Gemini tends to smooth

forecasts more than REM.

Table 2 reports the RMSE by forecast horizon: GDP variation corresponding to the

quarter prior to the forecast, the current quarter, and the following quarter, according to REM’s

methodology. Notably, Gemini makes fewer errors on average when forecasting economic activity

in the current quarter. However, traditional methods (REM) outperform Gemini in predicting

GDP variation in future quarters. Finally, Gemini ’s median forecast proves to be the best tool

for estimating activity in the previous quarter.

Table 2: RMSE Comparison by Horizon — REM vs. Gemini

Horizon
REM Gemini

Mean Median Mean Trimmed Mean Median

t− 1 3.32 3.23 3.44 3.50 3.08

t 3.31 3.48 2.90 2.85 2.93

t+ 1 2.92 2.86 3.03 3.04 3.35

t+ 2 3.01 3.06 3.36 3.68 3.64

3It is worth noting that this pattern does not repeat in previous years, even when comparing against Gemini ’s
overall mean and median.

4The first and third quarters of 2023 reported strong economic expansions, while the second and fourth quarters
showed even sharper contractions.
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As part of the robustness analysis, we computed a dispersion measure of Gemini ’s

forecasts as a function of forecast horizon. Table 3 presents the average width of the confidence

intervals corresponding to all forecasts issued by Gemini for each projected quarter.

Table 3: Forecast Dispersion by Horizon — Average Confidence Intervals

Horizon Avg. Confidence Interval

t− 1 0.63

t 0.75

t+ 1 0.94

t+ 2 1.04

The results confirm a common feature of forecasting models: the uncertainty of

estimates tends to increase with the forecast horizon. In particular, it is observed that the

confidence intervals estimated by the LLM expand on average as the projection moves further

from the reference quarter, reflecting greater dispersion in forecasts as less relevant information

is available for more distant periods.

Finally, to assess whether the LLM systematically produces forecasts different from the

actual variations in economic activity, we rely on limited but suggestive evidence supporting

this hypothesis, as previously discussed. This issue is particularly relevant for assessing forecast

quality, given that Gemini was trained on data subsequent to the dates for which it was

conditioned to make forecasts. Consequently, there could be a concern that the model might be

incorporating actual GDP values into its predictions. However, both the World Cup experiment

presented in Section 2 and the results in Figure 1 in Section 3 provide strong evidence that

Gemini effectively restricts its information set to the reference date specified in the prompt.

These findings reinforce the validity of the methodological strategy adopted to evaluate its

predictive capacity.

4 Conclusion

This study evaluated the predictive performance of Gemini 2.0 Flash Thinking Experimental

with Apps in estimating the seasonally adjusted quarterly variation of GDP at constant prices

in Argentina, comparing its forecasts with those produced by the Relevamiento de Expectativas

de Mercado (REM). The results indicate that Gemini has produced forecasts with a level of

accuracy comparable to that of REM, and in some respects even superior—particularly when

the trimmed mean is used as the summary statistic.

Overall, Gemini exhibits better predictive ability for the current quarter at the time

of estimation, while REM tends to provide more accurate forecasts one or two quarters ahead.

This suggests that, although AI surpasses REM in some aspects and vice versa, the use of large

language models as a tool for macroeconomic forecasting is highly promising. Moreover, one of
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Gemini ’s key advantages is its zero operational cost, making it a financially viable alternative

to traditional methods that require expert surveys or access to expensive datasets.

Nevertheless, the study also has certain limitations that open opportunities for future

research. First, although forecasts were generated over a broad time span, additional months

remain to be estimated. Incorporating these would strengthen the robustness of the findings.

Second, the number of repetitions used for each forecast date and horizon was constrained by

computational limitations. Increasing the number of simulations for each evaluated period would

allow for a more in-depth examination of forecast stability and a reduction in estimator variance.

Future research could explore hybrid approaches that combine AI models with

traditional forecasting methodologies to assess whether such integration improves the accuracy of

GDP forecasts. Similarly, extending the analysis to other macroeconomic variables in Argentina

would allow for a broader evaluation of the predictive power of LLMs.

In conclusion, the findings of this study suggest that AI models like Gemini can serve as

valuable complements to traditional methods in forecasting macroeconomic variables, offering

an efficient and low-cost alternative. However, their application in high-uncertainty settings

requires continuous evaluation and rigorous methodological design to ensure effective and reliable

forecasting.
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5 Appendix

This appendix presents an example prompt corresponding to the forecast made on January 28,

2021. It also includes a typical response that Gemini might produce in a given iteration, along

with the reasoning logic that may be followed throughout the process.

In detail, the particularities of the prompt include the use of asterisks to indicate the

order of importance of certain fragments, as if they were bold text emphasizing their relevance

for Gemini’s logic. Unlike others such as those proposed by Faria e Castro and Leibovici (2023),

the length of this prompt stems from the processing and logical reasoning capabilities required

by these new advanced reasoning models, which need a structured sequence of steps and a precise

and detailed description of the tasks to be executed. Along the same lines, one can observe the

repetition in different forms of certain instructions which, in essence, are identical and serve the

same purpose, reinforcing the robustness of the model’s forecasting task.

Finally, although clear instructions are given to the AI for generating predictions, it is

also asked to evaluate its own predictive capacity in order to be compared with REM. Therefore,

in addition to using the suggested factors and data, it was granted creative freedom to expand its

knowledge using any other contextual factor or characteristic it deems relevant in its estimation.

As stated, the only strict limitation was to avoid using data from REM or any information

beyond the reference date.

Example prompt: January 28, 2021

Fecha de referencia: 28 de enero de 2021.

Asume que estás en la fecha 28-1-2021 y genera la **predicción numérica más

realista y plausible posible** de la Variación trimestral desestacionalizada del **PBI a precios

constantes** de Argentina para el trimestre anterior al mes 1 de 2021 **(para evitar confusiones,

asegúrate de que sea *siempre* el trimestre inmediatamente previo en el calendario trimestral;

por ejemplo, si estamos en octubre de 2019, el trimestre anterior debe ser 2019-Q3, y *no*

2019-Q2)**, el trimestre en curso y el próximo trimestre.

Para ello, sigue estos pasos con atención **y extrema precisión**:

**PASO 0. DETERMINACIÓN DEL VALOR INICIAL:**

* **Búsqueda Exhaustiva del Dato Oficial de PBI Más Reciente

*DISPONIBLE*:** Realiza una búsqueda exhaustiva en fuentes económicas y financieras

argentinas **RELEVANTES y ESPECIALIZADAS EN DATOS MACROECONÓMICOS

HISTÓRICOS** disponibles hasta la fecha de referencia (28 de enero de 2021) para determinar

el **dato oficial *más reciente que esté disponible* a esa fecha de la Variación trimestral

desestacionalizada del PBI a precios constantes**. Prioriza fuentes como el INDEC

(Instituto Nacional de Estad́ıstica y Censos de Argentina) y el Banco Central de la República

Argentina (BCRA). **En caso de que no se encuentre el dato de dos trimestres *previos*
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al trimestre en curso (debido al rezago en la publicación de datos), busca y utiliza el dato

oficial *más reciente que se encuentre disponible*, incluso si corresponde a trimestres

anteriores. **IMPORTANTE: Queda *TERMINANTEMENTE PROHIBIDO* utilizar el

dato oficial de PBI, si estuviera disponible, para *NINGUNO* de los trimestres que se deben

estimar (trimestre anterior, trimestre en curso y próximo trimestre). El objetivo de este

paso es *únicamente* obtener un valor inicial *histórico* como referencia, y no para usarlo

directamente como predicción.** Queda *PROHIBIDO usar el dato, si estuviera disponible, de

alguno de los trimestres que hay que estimar*.**

* **Utilizar el Valor Encontrado como Base:** Utiliza este valor como punto de

partida inicial para tus predicciones.

1. Información Limitada: Utiliza exclusivamente la información que estaba disponible

hasta la fecha de referencia (28 de enero de 2021), sin incorporar datos o eventos futuros. **No

utilices información proveniente del REM (Relevamiento de Expectativas de Mercado) ni de otros

pronósticos o proyecciones de consultoras, bancos de inversión u otras entidades.** El objetivo

es evaluar tu propia capacidad predictiva utilizando datos históricos y análisis macroeconómico

fundamental.

2. Búsqueda Exhaustiva: Prioriza fuentes económicas y financieras

argentinas **RELEVANTES y ESPECIALIZADAS EN DATOS MACROECONÓMICOS

HISTÓRICOS** hasta la fecha de referencia para el análisis y la proyección futura.

**Concéntrate en información macroeconómica robusta y datos oficiales.**

3. Tienes **total libertad para considerar exhaustivamente cualquier factor que

estimes relevante** para la predicción del PBI de Argentina. La siguiente lista es **meramente

orientativa e ilustrativa**, y **no debe considerarse exhaustiva ni limitante**. Siéntete libre

de ir más allá de estos ejemplos y analizar cualquier otra variable, evento, poĺıtica o condición

que, a tu juicio experto, pueda influir en el crecimiento del PBI. Algunos ejemplos de factores

que podŕıas considerar (pero **insistimos, no te limites a ellos**), incluyen:

* **Variables Monetarias y Financieras:**

* Inflación en Argentina (Índice de Precios al Consumidor - IPC): Nivel actual

y tendencia.

* Tasas de interés de referencia del Banco Central de la República Argentina

(BCRA): Poĺıtica monetaria actual y señales futuras.

* Evolución del tipo de cambio (dólar oficial y dólar MEP): Impacto en la

competitividad y la inflación.

* Nivel de reservas internacionales del BCRA.

* Agregados monetarios (M2, M3).

* **Variables Fiscales:**
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* Poĺıtica fiscal del gobierno argentino: Tendencia del gasto público, recaudación

impositiva y financiamiento.

* Resultado fiscal (superávit o déficit) y su evolución.

* Nivel de endeudamiento público.

* **Sector Externo:**

* Balanza comercial de Argentina (exportaciones e importaciones): Sectores

clave (agropecuario, industrial, etc.).

* Precios internacionales de commodities relevantes para Argentina (ej: soja,

máız, trigo, petróleo).

* Flujos de inversión extranjera directa (IED).

* Tipo de cambio real multilateral.

* **Demanda Agregada y Actividad Económica:**

* Nivel de Inversión (Formación Bruta de Capital Fijo): Construcción,

maquinaria y equipo.

* Nivel de Consumo privado: Ventas minoristas, salarios reales, confianza del

consumidor.

* Gasto público en consumo e inversión.

* Indicadores de actividad económica sectoriales: Producción industrial (EMI),

construcción (ISAC), actividad agropecuaria, servicios.

* Tasa de desempleo y nivel de empleo.

* Utilización de la capacidad instalada en la industria.

* **Contexto Internacional:**

* Crecimiento económico global y de principales socios comerciales de Argentina.

* Condiciones financieras internacionales y tasas de interés globales.

* Riesgo páıs de Argentina y acceso a financiamiento externo.

* Eventos geopoĺıticos relevantes (guerras, crisis internacionales, etc.).

* **Otros Factores:**

* Clima y eventos climáticos que puedan afectar al sector agropecuario.

* Poĺıticas o reformas estructurales relevantes anunciadas o implementadas
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hasta la fecha de referencia.

* **Cualquier otra variable macroeconómica o poĺıtica** **DISPONIBLE

HASTA EL 28 de enero de 2021** que consideres que pueda afectar significativamente el

crecimiento del PBI de Argentina.

4. Entrega valores numéricos de la Variación trimestral desestacionalizada del **PBI

a precios constantes** en porcentaje (%) con **dos decimales**. **Sé muy preciso con los

decimales.**

5. Proporciona los pronósticos con un **intervalo de confianza numérico expresado

en puntos porcentuales como un rango +/ - NUMÉRICO (puntos porcentuales)** para cada

predicción, para reflejar la incertidumbre inherente a este tipo de pronóstico. Por ejemplo: ‘+/-

0.5 puntos porcentuales‘. **Sé claro y espećıfico en la unidad del intervalo de confianza (puntos

porcentuales).**

6. Explica **de forma concisa pero sustantiva** las razones **espećıficas** detrás de

cada predicción para cada horizonte temporal (trimestre anterior, trimestre en curso y próximo

trimestre). **Identifica claramente los factores clave (de la lista del punto 3 o adicionales) y

cómo influyen en cada predicción.** Sé espećıfico sobre la dirección del impacto de cada factor

(positivo o negativo en el crecimiento del PBI).

Gemini’s Response: January 28, 2021

Fecha de referencia: 28 de enero de 2021.

PASO 0. DETERMINACIÓN DEL VALOR INICIAL:

Según el informe del INDEC publicado en diciembre de 2020, el dato oficial más

reciente disponible a fecha de referencia (28 de enero de 2021) de la Variación trimestral

desestacionalizada del PBI a precios constantes de Argentina corresponde al tercer trimestre

de 2020 (2020-Q3), con un crecimiento del 12,8% respecto al trimestre anterior (2020-Q2).

Predicción de la Variación trimestral desestacionalizada del PBI a precios constantes

de Argentina:

Trimestre anterior al mes 1 de 2021 (2020-Q4): +4.50% +/- 0.5 puntos porcentuales.

Razones: Se proyecta una desaceleración significativa del fuerte rebote del PBI observado

en el tercer trimestre de 2020 (+12.8%). Si bien se espera que la actividad económica continúe

recuperándose gradualmente tras el impacto inicial de la pandemia de COVID-19, esta expansión

seŕıa a un ritmo mucho menor. Factores como la persistencia de la inflación elevada (superior

al 40% anual en enero de 2021), las restricciones monetarias para contener las presiones

cambiarias y la incertidumbre sobre la evolución de la pandemia y la campaña de vacunación

podŕıan moderar el ritmo de la recuperación. No obstante, se espera un crecimiento positivo

impulsado por la reactivación gradual del consumo y la inversión tras la fuerte cáıda del segundo

trimestre de 2020. El dato de variación desestacionalizada del PBI del tercer trimestre de 2020
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fue del 12,8% (Informe INDEC - Avance del Nivel de Actividad Tercer Trimestre 2020). Este

valor de referencia sugiere un impulso positivo en la economı́a, aunque es probable que este

impulso se atenúe en el siguiente trimestre. Adicionalmente, el Índice de Producción Industrial

Manufacturero (IPI manufacturero) de diciembre de 2020 registró una suba del 4,9% respecto a

igual mes de 2019 (Informe INDEC - Índice de producción industrial manufacturero. Diciembre

de 2020), lo que indica una cierta recuperación de la actividad industrial al final del año. Sin

embargo, la confianza del consumidor en Argentina mostró un aumento del 1,6% en enero de

2021 (Consumer Confidence Index - Universidad Torcuato Di Tella), lo que sugiere una mejora

en las expectativas económicas, aunque moderada. Trimestre en curso (2021-Q1): +1.00% +/-

0.7 puntos porcentuales.

Razones: Se anticipa una fuerte desaceleración adicional del crecimiento del PBI en

el primer trimestre de 2021. La base de comparación más alta (tras el rebote del tercer

y, en menor medida, cuarto trimestre de 2020) jugaŕıa un papel importante en moderar la

variación trimestral. Además, la persistencia de la alta inflación, las elevadas tasas de interés,

la volatilidad cambiaria y la aún frágil situación fiscal limitaŕıan la capacidad de la economı́a para

sostener un ritmo de recuperación robusto. El impacto de la segunda ola de COVID-19 a nivel

global y su posible llegada a Argentina también generan incertidumbre. Si bien el gobierno podŕıa

intentar impulsar la demanda agregada a través de poĺıticas fiscales y monetarias expansivas,

el margen de maniobra seŕıa limitado por las restricciones macroeconómicas existentes. La

inflación promedio de 2021 aumentó al 48,4% desde el 42% en 2020 (ARGENTINA 1. General

trends The Argentine economy grew by 10.4% in 2021, following three consecutive years of

contraction caused), lo que refleja presiones inflacionarias persistentes que podŕıan erosionar el

poder adquisitivo y limitar el consumo. El FMI recortó su previsión de crecimiento económico

de Argentina para 2021 al 4,5% (El FMI recortó su previsión de crecimiento económico de la

Argentina para 2021 - Infobae), lo que sugiere una perspectiva de crecimiento moderado para el

año. La pandemia de COVID-19 continuaba generando un impacto significativo en la economı́a

argentina en enero de 2021 (Social and Economic Impact of COVID-19 and Policy Options in

Argentina - United Nations Development Programme), afectando a diversos sectores y generando

incertidumbre. Próximo trimestre (2021-Q2): +0.50% +/- 1.0 puntos porcentuales.

Razones: Se prevé una leve desaceleración adicional del crecimiento en el segundo

trimestre de 2021, acercándose a un estancamiento. La incertidumbre macroeconómica y poĺıtica

podŕıa intensificarse en la antesala de las elecciones de medio término, afectando las decisiones

de inversión y consumo. Las restricciones externas (financiamiento, balanza de pagos) seguiŕıan

siendo un factor limitante. Si bien una mejora en el contexto internacional o una aceleración de

la campaña de vacunación podŕıan generar un impulso adicional, el escenario base apunta a un

crecimiento muy moderado, con riesgos a la baja. La poĺıtica monetaria se mantuvo expansiva

en 2021, con tasas de1 interés reales negativas (ARGENTINA 1. General trends The Argentine

economy grew by 10.4% in 2021, following three consecutive years of contraction caused), lo que

podŕıa generar presiones inflacionarias adicionales y limitar el margen para un mayor est́ımulo

monetario en el futuro. El tipo de cambio en Argentina continuó mostrando volatilidad en enero

de 2021 (Argentina Exchange Rate Outlook Data (ARS to USD) - FocusEconomics), lo que
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genera incertidumbre y puede afectar negativamente la inversión y el consumo.
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